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Abstract

Several solutions have been proposed to provide authentication and safe encryption for Wifi
networks in order to overcome the limitation of WEP based security. This document describes
a solution based on IPSec VPNs with client and server certificates. The key advantages of
this solution is its ability to provide roaming between institutions without having to build a
specific roaming infrastructure, and to have client certificates without having to maintain an
online PKI infrastructure. Thus, besides the specific hot-spot gateways, there is not much
more specific physical infrastructure to manage.

1 Introduction

WiFi networks enabled computers to achieve network connectivity with a reasonable amount of
bandwidth without a physical connection. However, this increased flexibility raised several security
issues. On one hand, given the ubiquitous nature of the communication channel, clients of the
infrastructure must be authenticated, in order to avoid that unauthorized users gain access to
network resources. On the other hand, since any wireless device may listen the communication
channel, data encryption must be enforced if some level of data protection and confidentiality is
desired.

The generalization of WiFi networks soon increased the mobility requirements of wireless users.
More than mobility at the local level of his/hers home institution, the average WiFi user requires
connectivity whenever an wireless infrastructure is available. However, if automatic roaming
between the several WLAN is not available, this type of wide area mobility may require the
administration of multiple login profiles and accounts, chosen according to the local WLAN.

Automatic roaming is a well known topic in conventional speech and data cellular networks,
but WiFi networks brought new requirements to this field. In first place, WiFi networks were
conceived to supply wireless connectivity only at the local (LAN) level, without any concern re-
garding roaming requirements. In second place, WiFi networks are often run by non commercial
operators, with different roaming requirements and constrains than those presented by conven-
tional telecommunication companies. For example, academic and research networks were among
the first to offer wireless connectivity to their users. However, given the typical mobility of aca-
demic users, it was soon identified the convenience to establish roaming agreements with related
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institutions at both national and international levels. In this case, a simple authentication process
is enough to provide network access, without any special concern regarding accounting records or
billing information.

This paper describes a solution for WiFi networks that was developed at Instituto Superior
Técnico (IST) in the scope of the Portuguese e-U initiative which aims, between other goals,
to provide wireless connectivity and automatic roaming between all academic institutions at the
national level. The presented solution, based on IPSec VPNs, tackles simultaneously the three
main requirements discussed above: user authentication, data encryption and automatic roaming.
The resulting roaming mechanism may be operated at the national level, by the accreditation of
adhering networks near a National Research Center (NRC), or can be established between any
pair of institutions by means of bilateral roaming agreements. Moreover, the presented solution
can be elegantly scaled to the international level, by establishing a hierarchy of national NRCs
authenticated by an international NRC association (e.g., Terena at the European level). Last but
not least, the overall solution, while based on client certificates, was designed in such a way that
avoids the deployment of a full-featured Public Key Infrastructure (PKI).

This paper is structured as follows. Section 2 reviews the state of the art and briefly discusses
existing and developing authentication and encryption solutions for wireless networks. In section
3, the overall architecture of the proposed solution is described. Section 4 presents how the pro-
posed architecture can be easily used to provide automatic roaming between adhering institutions.
Section 5 presents and discusses how the distribution of client certificates can be automated and,
at the same time, how the constraints of a full-featured PKI infrastructure can be avoided. Finally,
section 6 discusses properties and caveats of the implemented solution.

2 Authentication in wireless networks

2.1 WEP

Data confidentiality was always a topic of concern in the development of wireless standards. The
original 802.11 standard included provision for encryption by means of WEP (Wired Equivalent
Privacy), which became widely available in both 40-bit and 128-bit versions. WEP is based in
a simple cypher algorithm to protect wireless communication from eavesdropping. Since WEP
relies on a secret key that is shared between the mobile station and a wireless Access Point (AP),
the protection of this key provides also a simple mechanism to prevent unauthorized access to the
wireless infrastructure. While this sort of access control was not an explicit goal of the 802.11
standard, WEP is often used with this feature in mind.

However, with the growth of wireless networks the limitations of WEP soon became apparent.
Since the same WEP key must be shared between all clients of the infrastructure, the overall system
security is only acceptable when the number of users with access to the system is constrained to
a couple of well-known individuals. Moreover, WEP uses the RC4 stream cypher algorithm in a
very weak manner, being vulnerable to several attacks. In short, sender and receiver use a shared
key to generate the same pseudo random bit sequence, which is XOR’ed at both ends to cypher
the sequence. If a passive listener receives two ciphered texts encrypted with the same key stream,
it is possible to obtain the XOR of the two plain texts. Knowledge of this XOR may be used to
recover the plain texts by statistical analysis of large amounts of traffic. While WEP mitigates
this problem using a 24-bit variable initialization vector (IV), which is usually renewed with each
aired packet, systematic procedures can easily build a decryption table for IV’s. Moreover, with
the increase of network size and traffic, statistical traffic analysis and decryption becomes easier
and faster. Even worse, the knowledge of IVs and the weak keys of RC4 makes it possible to
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recover users’s keys from 5 to 10 millions selected eavesdropped air packets [2].

2.2 The 802.1X Protocol

Given the weaknesses of WEP, the implementation of 802.1X at the AP level appeared as a
possible solution for user authentication. 802.1X was first designed for port access control in
wired networks and offers a framework for authentication in protected networks.

Three entities participate in the authentication process: the client or supplicant, the authen-
ticator and the authentication server. The supplicant can be any device with a 802.3 compliant
network interface (wired or wireless). The authenticator is typically the network device to which
the supplicant is directly connected (either a switch or AP). The authentication server can be
any server with support for the Extensible Authentication Protocol (EAP), usually a RADIUS
[7] server. 802.1X authentication starts with an authentication request sent by the supplicant to
the authenticator. The authenticator redirects the request to the authentication server. If the
supplicant is an authorized client, the authenticator enables the network connection.

EAP by itself does not provides an authentication mechanism, but only a framework to en-
capsulate an authentication procedure. Therefore, EAP can be used with several authentication
protocols: PAP, CHAP, MS-CHAPv2, MD5 and TLS.

The EAP/PAP and EAP/CHAP protocols are quite unsafe, since an eavesdropper may recover
the key just listening to network traffic. The EAP/MS-CHAPv2 and EAP/MD5 authenticate only
the client, therefore they are weak against man-in-middle attacks. Nevertheless, they are often
used in controlled environments. EAP/TLS (Transport Layer Security 1) is safe, but it requires
the management and distribution of client certificates, which implies an heavy administration
overhead.

However, even the EAP/TLS protocol is unsafe in wireless networks, since in this case it is
possible to an unauthorized client to stole a connection to an authenticated client [11]. In order
to solve this limitation, two new authentication protocols were proposed for use with 802.1X: the
Protected Extensible Authentication Protocol (PEAP), developed by Microsoft, Cisco and RSA
Security, and the Tunnelled Transport Layer Security (TTLS), proposed by Funk Software.

2.2.1 PEAP and TTLS

PEAP and TTLS are similar, but mutually incompatible. Both have two authentication phases.
In the first phase, which is the same in both protocols, a secure channel is established between
the supplicant and the authentication server. While this channel is established through the au-
thenticator, all the information is encrypted end to end using the TLS protocol and, therefore,
authentication data is hidden to the authenticator. TLS can be used to establish encrypted chan-
nels (i) without peer authentication (ii) with server authentication only or (iii) with both client
and server authentication. In case of PEAP and TTLS only modes (ii) and (iii) are common. (iii)
is usually avoided since it requires a full PKI infrastructure for management and distribution of
client certificates.

The second phase of PEAP and TTLS is used to perform client authentication, and therefore
it is not required when client certificates are used. In this second phase, PEAP uses any EAP
variant, while TTLS uses a protocol based on key-value pairs similar to the one used by RADIUS.
None of these protocols is an established standard yet.

1Formerly known as SSL, Secure Sockets Layer.
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2.2.2 Dynamic key generation

The basic 802.1X protocol provides a mechanism to encapsulate an authentication protocol, but
does not provide any sort of protection to the communication channel. However, the majority of
AP makers took advantage of 802.1X to implement dynamic key management. In these imple-
mentations, the authentication server returns a session key to the AP, which is also sent to the
client encrypted and encapsulated in the EAP message. This is used to provide the client with a
set of encryption keys, which are changed periodically in order to minimize hacking opportunities.

2.2.3 Roaming with 802.1X

When authentication with 802.1X is performed by means of a RADIUS server, roaming can be
implemented using a RADIUS hierarchy. When the server receives an authentication request
from a roaming supplicant, it simply acts as a proxy RADIUS. In this case, the local RADIUS
checks if the user institution is an authorized one and, if this is the case, it simply forwards the
authentication requests to the home institution.

2.3 WPA and 802.11i

In order to provide a standard for a secure version of 802.11, the IETF started working in the
802.11i standard. 802.11i supports 802.1X based AP access control as well as two improved
encryption algorithms, aimed to replace plain WEP: the Temporal Key Integrity Protocol (TKIP)
and the Advanced Encryption Standard (AES).

The first goal of TKIP was to improve conventional WEP but keeping hardware compatibility,
such that the algorithm could be introduced in legacy APs by means of a firmware update.
TKIP improves WEP by doubling the size of IVs (from 24 to 48 bits), periodic generation of an
encryption key for each client and including a message integrity code (MIC) in order to avoid
message mangling.

AES in 802.11i can be used in one of several different modes. The mode that has been chosen
for 802.11 is the Counter Mode with CBC-MAC (CCM). The Counter Mode delivers data privacy
while the CBC-MAC delivers data integrity and authentication. As TKIP, CCM uses a 48-bit
IV and a MIC field, but CCM uses a better encryption algorithm (AES). However, 802.11i is a
complex standard and it was not yet approved (February 2004). Moreover, its implementation
may require specialized hardware co-processors not found in most current APs.

Given the delay in 802.11i, the WiFi alliance defined, the WiFi Protected Access (WPA)
mechanism in order to raise security levels of conventional 802.11 and as an intermediate step to
802.11i. WPA is a subset of 802.11i that implements 802.1X access control and TKIP encryption.
The majority of APs in the market today are WPA compliant or can be upgraded to support this
definition.

Since WPA and 802.11i include 802.1X, roaming can also be implemented as described in
section 2.2.3.

2.4 Gateway authentication

In spite of the strong advances toward security in 802.11 networks and WiFi compliant devices, the
majority of hot-spots, public access areas and large networks do not use WEP based encryption
or even 802.1X based authentication. Two main reasons justify this option. In first place, 802.1X
clients are not yet generalized in all operating systems or do not support all EAP variations, and
convenient use of 802.1X may require the installation of proprietary software. In second place,
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given that the wireless technology is still in its deployment phase, it is crucial that any network
client may have easy access to the network infrastructure. This may be accomplished enabling
non-authenticated access to a protected area of the network and redirecting all attempts of external
access to a web portal with authentication instructions. Upon authentication, forwarding of the
user requests are enabled in the network gateway.

Two other significant advantages of gateway authentication can be identified. The first one
is that it avoids any special requirements at the AP level, that only needs to support the basic
802.11 protocol, which is well established by now. The second one is that it avoids the need for
special software or configuration in the client side.

Gateway based authentication can be implemented using simple WEB based authentication or
Virtual Private Networks (VPNs). Each of these methods is described in the following sections.

2.4.1 WEB based authentication

WEB based authentication is possibly the most frequent authentication method used by network
and hot-spot operators today (February 2004). The Nocat authentication gateway [10] is one well
known example of this type of procedure.

Web based authentication is usually implemented by a simple web portal and gateway that
enables network traffic and address translation (NAT) for outside access upon successfully au-
thentication. This type of authentication is often complemented by an applet that is downloaded
and run in the client side to monitor the user login status.

Web based authentication is simple, but does not offer data encryption. This is a major
drawback when the device is operated by an unexperienced user in public and hot-spot areas.

2.4.2 VPNs

VPN protocols
A simple alternative to perform authentication at the gateway is to require the user to setup a

Virtual Private Network (VPN) between the supplicant and a given portal. VPN solutions bypass
current limitation of 802.11 security and offer, at the same time, user authentication and strong
data encryption. Since standard VPN clients are widely available, there is no need for special or
proprietary hardware or software.

Data encryption in VPNs is usually performed using the PPTP or the IPSec protocols. PPTP
is a protocol proposed by Microsoft [6] in 1998. Since several vulnerabilities were identified in the
original version of the protocol [9], it was revised in 1999. This revision corrected some weaknesses
but introduced others [8] that may be easily exploited, as shown in [1]. However, the PPTP is
still widely used, mainly due to its configuration simplicity. On the other hand, IPSec is an IEEE
standard [4] that makes integral part of IPv6. There are no known vulnerabilities in IPSec, but
it is sometimes avoided due to its more complex configuration.

Roaming VPNs
VPNs were not originally developed to provide authentication for roaming users. However,

several solutions can be implemented to achieve this goal. One of these solutions [5] is currently
under test in the scope of the Terena Mobility working group. In this solution, clients have free
access to a restricted network area but connectivity is restricted, and users are only allowed to
setup a VPN to his/hers home institution.

Although this solution avoids the construction of a local authentication infrastructure for
roaming clients, it requires all institutions to keep an updated list of VPN gateways of all other
institutions with which a roaming agreement is in place. Since this solution does not scale well
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User Data Automatic
authentication encryption roaming

Original 802.11 SKA WEP -
WPA EAP TKIP Radius
802.11i EAP CCM Radius
Roaming VPN’s Any Any Routing

tables
Proposed Cypher only IPsec + Certifcate
solution certificates ESP chains

Table 1: Summary of security and roaming solution in 802.11 networks.

to a large number of institutions, a hierarchical solution was proposed. In this case, institutions
are grouped under virtual portals, which operate at regional or national level. In this case, the
attempt to setup the VPN is redirected to the group portal, which in turn is responsible to redirect
the connection to the specific institution VPN gateway.

The main drawback of this solution is the complexity required to manage the virtual portals
and the updated gateway list of all adhering institutions.

IPSec VPNs with client certificates
The solution described in this paper uses IPSec VPNs to establish a secure connection between

supplicants and the local gateway. Since this method operates at the local level, it avoids complex
VPN routing of roaming clients between the visited and home institution. Since client certificates
are used, an on-line connection to the home authentication server is not required. Moreover,
through the use of a hierarchical certificate chain [3], automatic roaming appears as a side result
of the certificate chain and do not require any special setup.

A summary of the several authentication method for 802.11 networks is summarized in table 1.

3 Architecture

The physical infrastructure required for this solution is quite small. To implement this solution
each hot-spot needs a VPN gateway, an HTTP/HTTPS server and a user directory infrastructure
that can be shared by other hot-spots (e.g. LDAP, SQL, AD). Because the roaming solution has
no additional physical requirement, we will only describe the physical infrastructure of a single
hot-spot. This solution does not have specific requirements on the type of link connection between
the supplicant and the wireless APs. In fact, the link connection can be any variant of 802.11,
GPRS, UMTS, Bluetooth, etc. The only requirement is the ability to establish an IP connection
on top of that link connection. In fact, the same solution and infrastructure can be used to provide
authentication in conventional (cabled) DHCP access points.

3.1 Authenticated traffic

The solution assumes that every AP in one hot-spot is on the same Virtual Local Address Network
(VLAN) connected with the institution internal network through an IPSec VPN gateway (Figure
1). This gateway prevents any communication between supplicants in the hot-spot and the outside
world, unless the supplicant and the gateway had established an authenticated VPN between the
two. In order to establish a VPN both supplicant and gateway are authenticated by the certificates
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Figure 1: Overall architecture of the proposed solution. The proposed network architecture has
three segments, separated by two gateways/firewalls: (i) the Wifi VLAN where all Wifi APs
are connected; (i) the institution’s internal network; and (iii) the Internet. Generic traffic from
the Wifi VLAN is blocked by the VPN gateway. HTTP/HTTPS traffic from the Wifi VLAN
is redirected to a HTTP server outside the Wifi VLAN. Traffic encapsulated within supplicant-
gateway VPNs is forwarded by pass through the VPN gateway. Credentials are stored in a LDAP
service and are accessed through the HTTP server.

of each other. Both supplicant and gateway send to each other their certificates signed by their
home institutions, that act as root certification authorities. If they both share the same home
institution then both certificates are verifiable by the same institution’s root certificate (IRC) that
they both have (or trust). If the supplicant is roaming then they need to build a certificate chain
in both supplicant and gateway until finding a trusted certification authority.

3.2 Unauthenticated traffic

Although the VPN firewall/gateway prevents unauthenticated communication (i.e. without a VPN
established) between supplicants in the Wifi VLAN and the outside world, it does not prevent
supplicants to communicate between themselves. The direct communication between supplicants
without an established VPN with the gateway is prevented by the APs. The APs should be
configured to prevent direct communication between unauthenticate supplicants connected with
the same AP2, and between unauthenticated supplicants connected with different APs in the same
VLAN3

3.3 Getting credentials

The process of getting credentials is simplified by having all unauthenticated HTTP traffic redi-
rected to a HTTP server (Figure 1), that helps the supplicant to configure his computer and to

2Several APs have this feature. For instance on CISCO APs this is called PSPF (Public Secure Packet Forward-
ing) and on Interasys APs is called IntraBSS relay enable/disable.

3APs should be configured to accept packets only from the VPN gateway.
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acquire the credentials. The credentials (public certificates and private key) should be generated
and kept on a directory server (e.g. LDAP, SQL, AD) and supplied to the supplicant through
a secure channel. Since most organizations already offer secure services through HTTPS (e.g.
WebMail and others), it is not usually difficult to extend such services to supply this credentials
(section 4).

3.4 Differentiated access to the network

In the proposed architecture (Figure 1), the Wifi VLAN is connected to the Internet through the
institution internal network. Although other solutions could be deployed, this is the most flexible
one because it allows some supplicants both access to the internal network and to the Internet,
without loosing the ability to prevent access to some sections of the internal network to other
supplicants. The control of which subnets each supplicant has access is done by the VPN gateway
based on the supplicants certificate properties (e.g. signing institution, distinguish name). This
feature is very important because it allows the Wifi hot spots to be shared by several users with
different clearance levels. Without this feature some services would be inaccessible from the Wifi
network because it is not possible to deploy many different Wifi networks in the same area.

4 Supplicant Certificates

Supplicant certificates are special suitable for the link layer connectivity required on Wifi networks
because users of cable networks are used to provide explicit authentication (entering username and
password) only when they want to access private or confidential services. They are not used to
provide explicit authentication whenever they connect or reconnect to the internet. By using
supplicant certificates the link layer authentication is performed transparently to the user thus
providing the Wifi users the same usage model of cable users.

The use of supplicant certificates is often avoided due to the complexity of deploying and
managing full-featured PKIs, which are usually required to manage certificates. However, it is
possible to have supplicant certificates without having a PKI provided that some restrictions are
made to the certificates, namely: the certificates should not be suitable for signing purposes and
should have a short validity period. The short validity period prevents the need for certificate
revocation lists (CRLs). The restriction on the use for signing allows the generation of both the
certificate and the corresponding private key of each supplicant on a certification server of his
home institution. Thus all it is needed, besides the IPSec gateway, is a server, on each institution,
which generates and distributes key pairs and certificates to authenticated supplicants. This task
can be accomplished by an HTTPS server, a CGI script protected by a ”username, password”
pair and a user directory (LDAP, SQL, AD). Because this infrastructure often exists to provide
WebMail and other protected contents, the addition of certificates is easily deployed and has a
negligible impact on management.

Without the restriction on the use of certificates for signing, each supplicant would have to:
(i) generate their own public and private keys; (ii) send the public key to the certification server
through an authenticated channel; and (iii) receive his certificate signed by their home institution.
Furthermore, this process of generating and signing credentials would tend to be repeated several
times for each user because it is not uncommon for a user to: delete his credentials; wipe the
disk and forget to save his credentials; or change computer and forget to copy their credentials.
Therefore, by keeping the public and private keys of each user on a central database we are
greatly simplifying management, and if private keys were stored encrypted with the same password
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required to access the CGI script that distributes the credentials then the security level of the
system is not decreased by this option.

Using supplicant certificates for authentication is also very convenient for managing visitors
without a valid certificate. This is a very common situation that can be handled appropriately by
giving a group of people the ability to issue one-day certificates for their visitors. For example,
within a University every professor may issue several one-day certificates for their visitors. This
one-day certificates can also be issued to roaming supplicants authenticated by a remote RADIUS
server, thus providing easy interoperability with institutions using Radius-based authentication.

5 Roaming

A roaming supplicant can only establish a VPN to a hosting VPN gateway after proving that
he (she) is a legitimate user of an authorized roaming institution. Such proof is achieved using
asymmetric key pairs and client certificates issued by the user’s home institution (see Section 4).
Because mutual authentication is desirable, to prevent roaming users to be misled by phony APs,
the VPN gateway of hosting institutions also authenticate themselves using the same mechanisms:
asymmetric key pairs and certificates issued by the local institution.

The key architectural aspect is that each institution acts as a certification authority and issues
a self-signed root certificate; the corresponding private key is used to issue certificates for the
local VPN gateway and local users. There is no need for a central, hierarchical certification
infrastructure to deploy the authentication mechanism using private keys and certificates. Ad-hoc
certifications chains can be build using bilateral or hierarchical, multilateral agreements between
institutions.

To simplify the explanation hereafter we will use the expression X/Y to refer to a certifi-
cate of X’s public key issued by Y. Each institution has a self-signed root certificate (IRC, or
Institution/IRC). Each VPN gateway has its own certificate issue by the local certificate author-
ity, i.e. signed by the local IRC (VPNgw/ local IRC). Each user has its own certificate issued by
the home institution (User/home IRC).

5.1 Validation of certificates

For enabling the validation of certificates on both supplicants and VPN gateways it is necessary
to define a minimum set of trusted root certificates. Certificate chains are valid if they reach such
roots, and invalid otherwise. Each VPN gateway trusts only on the root certificate of the local
institution (local IRC). This means that local or roaming supplicants must provide a certificate
chain starting from the user’s certificate and ending in the hosting IRC. Each user trusts only on
the IRC of its home institution. This means that a roaming user must build a certificate chain
from the certificate of the hosting VPN gateway until their home IRC in order to authenticate
the gateway.

For local users the validation of exchanged certificates is straightforward: both were issued by
the local root certification authority, thus both certificate chains end in the local IRC that both
supplicant and VPN gateway trust.

For roaming users the VPN gateway needs to build a certificate chain from the supplicant’s
home institution until finding the local IRC. The certificate chain can be build differently using
bilateral or hierarchical, multilateral agreements between institutions.
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5.2 Bilateral agreements between institutions

In a bilateral agrement between institutions A and B they both issue and exchange cross-certificates
A/B and B/A. These certificates enable the VPN gateway of B to build the following certificate
chain for a roaming user from A:

User/A −→ A/B −→ B/B (1)

The last certificate, B/B, is the (local) root certificate trusted by B’s VPN gateway. The roaming
user from A can also build a certificate chain to authenticate the VPN gateway of B:

VPNgw B/B −→ B/A −→ A/A (2)

The last certificate, A/A, is the (home) root certificate trusted by the user. Naturally, this works
also when roaming users from B exchange certificates with the VPN gateway of A.

5.3 Multilateral agreements between institutions

In a hierarchical, multilateral agreement several institutions are certified by a trusted-third party
T . Considering institutions A and C, they require T to issue A/T and B/T. Furthermore, those
institutions issue certificates of T ’ public key, certified by their own IRC (T/A and T/B). These
certificates enable the VPN gateway of C to build the following certificate chain for a roaming
user from A:

User/A −→ A/T −→ T/C −→ C/C (3)

The roaming user from A can also build a certificate chain to authenticate the VPN gateway of
C:

VPNgw C/C −→ C/T −→ T/A −→ A/A (4)

Again, this works also when roaming users from C exchange certificates with the VPN gateway
of A.

5.4 Getting certificates to build certificate chains

The aspect that remains to be explained is how the intermediate certificates used to build certifi-
cation chains should be get by chain validators. We believe that the easier and more scalable way
to do it is the following:

• Each institution imports and stores locally all certificates issued by trusted-third parties
with which they have an agreement. For the examples above this means that A would get
and store C/T and C would get and store A/T. These cached certificates could then be
used to build certificate chains like the (3).

• Each roaming user carries, or gets on-demand from the home institution, all the certificates
issued and cached by its home institution, including the (trusted) home IRC. For the ex-
amples above this means that the roaming user from A should carry A/A, B/A, T/A and
C/T. The first one is mandatory to validate all certification chains; the second is necessary
to build the certification chains like the (2); the last two are necessary to build certifications
chain like the (4).

Note that bilateral and multilateral agreements can easily be transformed in unilateral agree-
ments just by not eliminating certificates. For instance, if users from A can roam to B but not
the opposite, then A does not issue (or store) B/A. Likewise, if users from A can roam to C but
not the opposite, then A does not get and cache C/T.
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